
 
 

 
The Third Wave 
From Storage to Hybrid Cloud Data Services 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Author: 
Matt Watts 
@mtjwatts 
 
Version 1.7 : May 2020 



Who am I? ........................................................................................ 3 
Introduction ..................................................................................... 5 
The First Wave .................................................................................. 9 

We love our pets! .................................................................................... 9 
The Network Appliance Filer ................................................................. 14 
The crash, the demise of ‘big iron’ ........................................................ 17 
It’s all about efficiency .......................................................................... 21 
Flash Ah-ah! ........................................................................................... 26 

The Second Wave ........................................................................... 28 
It's about cattle ..................................................................................... 28 
A BIG opportunity .................................................................................. 31 
Is that Software Defined? ...................................................................... 34 

The Third Wave .............................................................................. 39 
Data defines everything! ....................................................................... 39 
The rise of the Hyperscalers .................................................................. 43 
The evolution of application architectures ........................................... 47 
Can I have that as a service? ................................................................. 51 

Hybrid Cloud Data Services ............................................................ 54 
The rise of data fabrics ................................................................... 59 
What is a data fabric? ..................................................................... 63 
What does this mean for people? .................................................. 66 
  



 3 

Who am I? 
 
I’m an introverted extrovert and an engineer, it’s taken a lot of 
different experiences in order for me to realise that this is the most 
appropriate description for who I am though. 
 
I’ve always had a lot to say, I think being an engineer means I’m 
constantly looking for solutions to problems or analysing things to 
see how they could be done better, or sometimes just wondering 
why someone made a particular decision on how to build something.  
 
Then I want to chat about it. 
 
This ‘engineers’ part of my psyche also means I need to understand 
how something works. It isn’t enough for me to see it and think, “hey 
that’s pretty cool”, I see it and immediately think “hey that’s pretty 
cool, I wonder how it works?”. My childhood Christmases are 
littered with cool presents that often ended up in many different 
pieces by boxing day. Not actually being an engineer back then often 
meant that many of these things never quite made it back together 
properly again. It was an early indication of what interested me, and 
I have my parents to thank for spotting this and guiding me toward 
an engineering apprenticeship with British Aerospace Filton in the 
UK. 
 
Why an introverted extrovert? I’m actually slightly uncomfortable 
speaking to individuals or small groups of people but give me a stage 
and an audience and I’m in my element. When I establish my 
understanding of something relatively complex, I like to find 
comparisons to other things that people will relate to and I love 
sharing these stories and anecdotes with people during my talks. I 
have been lucky enough to have received some coaching on how to 
be a better speaker and it was during this I became aware of the wall 
that exists between you on stage and your audience. There’s a level 
of safety you have as a speaker, it’s very unlikely that anyone is going 
to stop you to tell you you’re wrong or that they don’t agree with 
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you. This is often why people that maybe shy when you meet them 
are actually quite the opposite when you see them on stage 
presenting. Now this doesn’t mean you can just jump on stage and 
talk about any old nonsense, you still have to know your stuff else 
you’ll find the opportunities to be on stage will become less and less 
as people realise that you don’t really know what you’re talking 
about. 
 
I have worked to become more comfortable in and around people, 
but I’ve found this much more difficult than to grab a mic and get 
out on stage. 
 
Developing my blog over the last few years has also helped me to be 
a better writer, take a look at some of my early posts compared to 
my later ones and hopefully you’d agree. Now that I’m more 
comfortable writing I find that I’m better at thinking through a story 
and now I don’t ramble as much when I’m with a small group, the 
writer part of me makes me think a little bit more about what to say, 
how to say it and then I start to talk. 
 
My transition from being an Aerospace engineer to IT was for two 
very simple reasons. I could keep building stuff, but rather than this 
being aeroplanes it would now be complex IT systems and code for 
automation. It was also the beginning of the boom era for IT and 
rather selfishly I realised I could probably earn more money working 
in the IT industry and so began my journey from Aerospace Engineer 
to IT Engineer. 
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Introduction 
  
There are three waves that have driven substantial change to the 
people involved in the IT ecosystem. Frequently with increasing 
simplicity and increased levels of automation many of the activities 
that were once normal are simply no longer required. A significant 
challenge for companies is to encourage people to continuously 
evolve their skills, to accept that some of the things we've been used 
to doing won't need to be done as we move through these waves. 
People can and will change but it requires strong leadership, I'm a 
firm believer that if you show someone how much better things 
could be for them then they'll be much more accepting of change, 
they may even embrace it for themselves. 
  
When my parents finally retired properly, I knew what was going to 
happen I just didn’t know when. They came around for dinner one 
evening about six months after their retirement and during our 
dinner conversation my mother turned to me and said, “I’m bored”. 
Now I’m not sure what I was supposed to do about this, but then she 
followed up by saying “This Interweb thing looks interesting”, I 
obviously replied “it’s called the Internet Mum” and at that moment 
I made the decision to buy them their first computer. 
  
There was no one there to warn me of what would happen when 
you introduce someone that’s never used a computer in their life to 
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technology at the age of 69, but what happened next, I could never 
have expected.  
  
My parents ran a small souvenir shop in a seaside town in the years 
leading up to their retirement. When they finally pulled the shutters 
down for the last time, they had a lot of stock that just went into 
boxes and into their garage at home. My mother had come across 
eBay and felt like this could be a way for them both to keep doing 
something and also to make some money by selling off all this stock. 
She wanted a computer because she could see a value that this could 
bring to their lives. It wasn't easy let me tell you, I was her personal 
IT helpdesk and nearly regretted ever getting involved. But a few 
months later we were having dinner and she told me that she now 
had her eBay account, and her PayPal account and they'd already 
auctioned off a quarter of the stock that they had. 
 

  
 
A year later it was getting toward her birthday and I asked her what 
she would like this year, she replied "this year I'd quite like an iPod". 
My parents have a house that's up on a hill overlooking the town and 
the bay where they live, the view really is quite stunning. Most 
evenings they sit down together in their dining room, they have 
dinner, a glass of wine and listen to music while enjoying the 
wonderful view. My mother wanted more choice and variety in the 
music they listen to and swapping CD's wasn't the way to do it, she'd 
decided that if they could put all of the music onto an iPod then 
every evening would be accompanied by a different soundtrack. 
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The following year she told me she wanted a Kindle as, in her words 
"I'm fed up of having all these books taking up space in the house" 
and the year after it was a scanner as she'd decided she wanted to 
scan all of the family photographs onto the computer so that she 
could share them with family and friends. 
  
My father is a little older than my mother and it took him longer to 
get comfortable with the computer, but the more he watched my 
mother the more he learnt and the more he realised that it could 
give him back hobbies that he used to have when he was younger, 
he used to collect stamps and autographs. It did, most days you'll 
now find my father in front of the computer buying and selling and 
it's given him a whole new world of possibilities that simply didn't 
exist for him before. 
  
Change is not easy and we're in a time where the pace of change is 
relentless, as IT leaders it's now incumbent on us to create a culture 
in our organisations that embraces change, that shows people that 
change can mean that were they end up is more exciting or 
interesting or simply better for them than where they are today. 
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It's about Pets and Cattle (and Insects) 
(believed to have originated with Bill Baker in 2012) 
  
I’m sure many of you have heard the ‘Pets and Cattle’ analogy, right? 
In the early days of IT, we used to have a relatively small number of 
large physical servers to run our Enterprise workloads. We would 
give them names; we would care for them and if they got sick then 
we did everything we could to make them better. We treated them 
like they were our Pets. 
  
As we moved to Virtualised environments to run our applications, 
we came to think of the virtual servers more like cattle. There were 
a lot of them, so we didn’t give them all names, we still cared for 
them but if one died then we’d replace it with another one. This 
move has largely happened and we’re now on to a new one. 
 
When we think of micro services and containers we have to be 
thinking in terms of hundreds, if not thousands of mini servers that 
typically perform a very specific function. Often these come to life 
and then die when their purpose is served. We need to think of them 
more like insects. 
  



 9 

The First Wave 
We love our pets! 
  
In the early days, looking back to the 80’s and 90’s, when a company 
was looking at a new Application it required its own infrastructure. 
This consisted of a Network that enabled a user’s desktop system to 
be able to connect to the application, the server(s) that provided the 
horse power for the application to run, a mechanism for storing the 
data that would be created and a way to back this up so that it could 
be recovered should something fail. Some of you may remember the 
old data entry, data processing systems from those days. (Yes, I am 
old enough to remember this) 

 

 
 

The mechanism for storing the Data being created by the users 
driving the application were single disks inside servers. When you 
ran out of space on this disk you bought another server with another 
disk inside and this became the cycle; fill to capacity, buy another 
complete system.  
  
Then came the concept of RAID (Redundant Array of Inexpensive 
Disks), essentially the ability to group disks together in order to 
increase the overall capacity, while still making it look like one much 
bigger disk. When users filled the RAID group, you simply added 
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more disks to it, (there are lots of different types of RAID with 
different characteristics, but that's not important for this story). 
  
The next evolutionary step was separating the storage from the 
servers, called Direct Attached Storage (DAS). DAS provided much 
greater flexibility in the way that you could scale compute versus 
storage. If you needed more compute because your application 
wasn't running quickly enough then simply purchase a bigger server. 
If you needed more storage, then only expand the storage array or 
buy a bigger one. This wasn't the first time that we'd taken a function 
that had previously been done within the server and separated it 
out, you may have heard of a little company called Cisco that had  
effectively done the same thing with Networking, and it was done 
for many of the same reasons. 
  
With each new application came a new server and with each new 
server came another storage array. This was an inherently inefficient 
approach and led to many ‘islands of storage’. The way to avoid this 
was to have storage devices that could be shared by multiple 
servers. There were a number of ways that the vendors approached 
this but the one that finally won out was to build Storage Area 
Networks (SAN) using the Fibre Channel Protocol (FCP), the language 
that all of the devices would use to speak to each other. This allowed 
the storage to be shared across the servers connected to this 
network and went on to be the most dominant model by far, 
currently accounting for approximately two thirds of the networked 
storage market today. 
  
It's important to note what 'shared' means in a SAN environment. 
The Storage Administrator would effectively carve out some of the 
storage capacity inside the shared storage array and present this to 
a server for it to use. This server now owns this bit of storage and it 
cannot be used or seen by any other server (for simplicity’s sake we 
won’t get into specific instances where it can). Think of this like a 
filing cabinet with multiple empty drawers, if I give you the key to 
one of the drawers then it's now yours, no one else can access it and 
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its completely up to you what you put inside it, I'm just giving you a 
drawer. I then give another drawer to someone else and the same 
rules apply. This is what is meant by shared in the context of a SAN. 
Each server and therefore the application that runs on it gets its own 
drawer in the filing cabinet. 

 
At the same time though something else was also happening. The 
shared storage approach that I've just described was mainly being 
used by what I'll call Enterprise IT, to support their enterprise 
applications, Customer Relationship Management (CRM), Supplier 
Relationship Management (SRM) and Enterprise Resource Planning 
(ERP). The big systems of record that were at the heart of a 
company’s business back then. Each of these applications running 
on a server or multiple servers was storing its data in one of the 
drawers in the filing cabinet.  
  
End User IT had some other big issues to deal with. There was the 
increasing need for teams to collaborate with each other, which 
meant it was important to have a way to share data. If a team 
needed to be able to see the same files, then there had to be a way 
of having a shared folder in order to do this. The solution was to have 
a central server that could provide this shared space for the users. 
In practice this would manifest itself as having a G: drive or H: drive 
(Could have been any letter really) on your PC where you were told 
to store files that you wanted to share. 
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Shared file storage is very different from SAN shared storage in that 
it allows groups of users to be able to place their data in the same 
drawer of the filing cabinet. It allows them to be able to create 
folders to put the data in, it allows others to see these folders and 
to be able to look at the files inside them. Most important of all it 
provides security to control who would and would not be able to 
access certain information. 
  
SAN shared storage is 1:1 = one filing cabinet drawer to one server / 
application 
Shared file storage is 1:many = one filing cabinet drawer that 
everyone can look into from the PC on their desk 
  
For workstations that ran UNIX, NFS became the standard for 
accessing these folders, for devices running Windows it was SMB. 
  
These helpful systems presented an opportunity for data to grow. 
And, boy did it! The desktop applications used were enabling users 
to create bigger and bigger files, businesses were moving from 
paper-based processes and systems to digital tools, and the quantity 
of data being created went through the roof. New applications were 
becoming available and businesses were adopting them rapidly. As 
one central server filled with this new shared data, another was 
bought, as this filled, another was bought and then another. In some 
cases, companies literally had hundreds of these servers simply 
providing shared storage space, some were full, others empty, and 
no one even knew which filing cabinet to go to too find anything 
anymore, let alone which drawer to open or folder to look in. This 
was all new, we'd never seen this before and the reality was that 
there was actually very little that could have been done about it at 
the time with the technologies that were available. 
  
During this period, everyone was treating these servers like pets, 
they were given a home, they were given names, they were fed with 
electrical power, and cared for when they got sick. (My first Oracle 
servers were called Asterisk and Obelisk).  
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But there were just too many of them, IT simply couldn't keep up. 
Something had to change 
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The Network Appliance Filer 
  
Network Appliance was born in 1992 with a simple and clear goal, 
separate the storage from the server. Then have a device that knows 
how to do one thing really well and that doesn't come with all the 
baggage of operating systems designed to do thousands of different 
tasks. If all you’re looking at doing is storing files then buy a filing 
cabinet, don’t buy a library. 
   
(side note: if you'd like to read a full history of Network Appliance 
then I highly recommend 'How to Castrate a Bull' written by co-
founder, Dave Hitz) 
  
Network Appliance started providing only shared file storage and 
only supporting NFS, so they were building their technology and 
their business around the more technical computing market, i.e. 
users and groups using applications running on UNIX powered 
platforms.  
  
We could turn up, plug one of our devices into the network and have 
a shared NFS mount point ready for the customer to connect to 
within 10 minutes of walking through the door, and damn, our 
devices were really fast. 
  
The growing issues for IT as we'd seen this massive growth and 
sprawl of equipment and data was often the traditional systems 
really didn't perform; partly because file serving wasn't specifically 
what they'd be designed to do. They were okay but they'd been 
designed as servers running an operating system that had to do 
hundreds of different things. They were complicated again from 
being multi-purpose devices, operating systems have to run 
applications, they have to manage security, they have to have 
complex networking stacks and so on. All of this required 
administrators to be fairly skilful in order to deploy and support 
them. But if you strip all of that out and focus solely on what you 
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need to do to provide shared storage area you remove a lot of 
overheads. 
  
Companies were also seeing reliability challenges, servers with 
complex operating systems running other things besides serving 
data tend to have more problems. Add to this the massive sprawl 
where companies now had hundreds of these servers and you soon 
start to see how even a very low individual incident rate starts to 
grow. 
  
This began a new category for storage, Network Attached Storage 
(NAS).  
  
A device that connected to the network that only knew how to do 
one thing, provide shared storage to those that needed it in order to 
consolidate and collaborate on the data that they were creating. 
Think of this as a massive filing cabinet where any user can share 
their files and folders inside the drawers. This meant that 
organisations could get better efficiencies, instead of multiple 
devices all consuming power and at different levels of utilisation 
Now you just had one and it was far simpler to manage this one 
device than the many it replaced. 
  
Network Appliance was not the first company to try and establish 
NAS as a new category of storage, but they were the first to gain real 
uptake and acceptance. It was also a very clever decision not to 
attempt to own the NAS category. It was better to put it out there, 
establish its presence, dominate the field and then for other vendors 
to validate it by also launching their own NAS products. 
  
Network Appliance didn’t own the term ‘Network Attached Storage 
(NAS)’ but they were known as the NAS company. 
  
And then the dot-com phenomenon happened. The hype probably 
started around 1996, relatively slow at first, just feeling like a 
strengthening in the market but then in 1998 through 2000 it just 
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exploded. I had never seen anything like it before, it felt like every 
company was suddenly in a race to get to the internet or die trying. 
The spending on technology was huge and it was frantic, every 
company had to have a web site and they had to have it Yesterday!  
 
Stock prices for Tech companies soared, they couldn't manufacture 
equipment fast enough to meet the demand. Network Appliance 
stock rose from just a couple of dollars to its peak of nearly $150. 
The internet had truly arrived, and everyone wanted to be a part of 
the online world. 
 
Network Appliance had found a new market for NAS.  
  
Powering the Internet organisations websites were frequently 
Oracle databases. Companies realised that these were now very 
public facing systems and they had to be protected and available. 
NetApp made its Snapshot capability available on their systems, this 
meant that if you stored your Oracle database on Network Appliance 
Storage then at any point in time you could create a Snapshot. This 
was a near instantaneous replica of your data that consumed little 
or no additional storage space that you could recover from in 
seconds. Organisations loved this capability as it provided a level of 
data protection they'd never seen before. As Network Appliance 
sales surged, they found themselves a foothold in the dot-com era.  
 
The Filer was no longer so little. But the bubble was about to burst, 
and no one could have predicted how bad it would be. 
  
  



 17 

The crash, the demise of ‘big iron’ 
  
Nasdaq composite 

  
In 2001 as other tech companies share prices crashed, NetApp fell 
from $150 to around $6.00. Cisco, who provided the Networks that 
were fundamental to the dot-com bubble plummeted from over $81 
down to $11. It really was that bad (see the figure above) 
  
Several interesting changes occurred because of this. Tech 
companies had to rapidly find new markets outside of the high-tech 
sector to sell into and they had to add features and capabilities that 
would enable them to accomplish this. ‘Fast, Simple and Reliable’ 
was once again very appropriate. Just because the tech bubble burst 
didn't mean that data growth stopped. Organisations in all industries 
continued to add more and more devices into their environments 
and it continued to increase costs, complexity and impact reliability. 
  
Network Appliance added the Windows protocol (CIFS) to their 
repertoire alongside the existing ability to speak to Unix devices 
using NFS. This created the opportunity to help with the 
consolidation and simplification of the growing end user IT, or 
desktop IT environments. Organisations still needed their pets but 
just fewer of them. 
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This period after the crash when tech companies sought out new 
markets became a time of incremental improvements. It was the rise 
of more modular mid-range type technologies to replace the 
monolithic systems that had gone before. 
  
If a user in IT at this time needed a very high-performance storage 
system, with high reliability and high-end features such as the ability 
to be able to replicate data across locations then they purchased big 
iron. The choice was would you buy it from IBM, EMC, Hitachi, HP, 
companies that had built their business on these big industrial 
systems. But now these capabilities were starting to exist on mid-
range devices and increasingly these became a viable and 
significantly lower cost alternative. 
 
There were some pretty desperate tactics that the big iron vendors 
employed in order to try and convince companies to keep buying 
their devices, HP even shot one of their disk arrays with a .308 bullet 
to show customers that it was indeed ‘bulletproof’, seriously it’s on 
YouTube go and take a look. 
  
During my time working in the Automotive sector I got to see some 
of the Data centres that housed the equipment that ran the 
production lines, in the Automotive business it doesn't get more 
critical than that. I remember being in the Data centre at one of the 
largest car manufacturers in the UK and they were proudly showing 
me some of the equipment they were using. They pointed out their 
IBM ESS (shark) storage system, now at the time these were big and 
very expensive, the epitome of big iron, but it wasn't that that 
caught my attention. Next to the shark on a small metal table was a 
tiny little IBM FastT storage array, I asked them what it was for and 
without any pause or hesitation my host told me "We couldn't afford 
the upgrade for the Shark this year so we're using that in the 
meantime". Maybe that was the moment for me that I realised that 
a change was coming, and the monoliths were dying. 
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Changing this infrastructure was always going to take time as 
organizations, both owners and manufacturers had made massive 
investments into these industrial systems. Whole teams of 
specialists had built their careers around managing them and they 
weren't going relinquish them easily. The vendors for these systems 
also made huge amounts of services revenues from installation, 
configuration and support so no one wanted to see this business 
change either. The Managing Director for one of our Partners at the 
time told me, “I don’t like selling Network Appliance because I can 
only sell a weeks’ worth of services with it, with an EMC Symmetrix I 
sell sixty days at least”. It was inevitable though, the difference in 
cost between these systems and the mid-range ones that were on 
the rise was massive, typically 60 - 80% less. The feature gap was 
shrinking and those outside of IT that were spending the money 
came to be aware of these alternatives. In recognition of this, we 
saw a number of acquisitions: 
  
EMC bought Data General to give them a mid-range system 
IBM brought their FastT mid-range systems to market 
HP acquired Compaq and the EVA product line 
and many others 
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Network Appliance added iSCSI and then Fibre Channel Protocol to 
their arrays, becoming the first vendor to offer truly unified storage 
devices, opening themselves to the SAN market opportunity. 
  
Their Fabric Attached Storage (FAS) arrays could now speak 
whatever language was spoken to them all from a single device, and 
it took the opportunity for companies to consolidate storage on to 
another level again. 
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It’s all about efficiency 
 
Warning: This is going to be a fairly technical chapter, but It’s 
important to understand as it is the foundation for a lot of what 
happens next. 
 
In the early days the size of the volumes created on the array and 
shared out to the people that wanted to store data in them was 
directly linked to the size of the disks or the RAID groups created. As 
the disks and RAID groups got larger this became increasingly 
inefficient as it meant creating more and more larger volumes and 
people were using less and less of the capacity in them. There 
needed to be a way to break this link. 
 
The way to solve this was hardware virtualisation to create an 
abstraction layer above the disks, effectively a virtual storage pool 
made up of all of the space available, called an aggregate. Now when 
a volume was created the storage array simply allocated space from 
the aggregate. 
 
Think of it this way, if a bucket represents an aggregate and you can 
enable different sizes of volumes, let’s start with pebbles, then you 
start to fill up the storage. At some stage you’re left with gaps that 
are too small for any more pebbles, but if you can create smaller 
volumes, think gravel, then this can start to fill up this space. If you 
allow really small volumes, think sand, then you can fill this up even 
further. When you remove restrictions on volume sizes by not 
having them dictated by any of the underlying hardware 
characteristics then you have an opportunity to increase utilisation 
of resources. 
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There were a lot of very clever innovations to drive efficiency at this 
time. Network Appliance already had Snapshots, the ability to take 
a near instant copy of a volume that consumed no additional 
storage. The adoption of this was huge as companies realised how 
powerful it was in reducing Recovery Time and Recovery Point 
Objectives (RTO and RPO), from Wikipedia… 
  
The Recovery Time Objective (RTO) is the targeted duration of time 
and a service level within which a business process must be restored 
after a disaster (or disruption) in order to avoid unacceptable 
consequences associated with a break in business continuity 
  
A Recovery Point Objective (RPO) is defined by business continuity 
planning. It is the maximum targeted period in which data 
(transactions) might be lost from an IT service due to a major incident 
  
In the past RTO and RPO could be hours, possibly even days, but with 
Snapshots tis could be reduced down to minutes. 
  
Deduplication was probably the most significant though as it 
provided the ability to remove duplicate blocks of data on the 
storage array.  
 
I need to explain something in a bit of detail here or deduplication 
won't make sense. 
 
All storage arrays have a 'block size', this is the smallest piece of data 
that can be written to the array. When a volume is created what 
actually happens is the number of blocks you need for the volume 
are reserved from the total amount of blocks that are available in 
the aggregate. For example, if a 1Tb volume is created, then what 
the storage array does is reserve 2,147,483,648 x 4k blocks, it’s 
ensuring that this number of blocks are available for the volume. 
Volumes of different sizes can be created until there are no more 
blocks available in the aggregate. 
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When a file is saved to a volume the storage device actually splits 
this file into 4k blocks, then using some very clever algorithms it 
places each of these 4k blocks of data onto the disks and keeps a 
record of exactly where they are, so it knows which blocks to retrieve 
when the file is read back. Now that you understand this I can 
explain dedupe and why it's so clever.  
 

 
 

Not a lot of files are exactly the same but a lot of 4k blocks are. For 
example, if you were to copy this book and then change just one 
word somewhere, you would now have two different files. However, 
when you save these files to a storage array it breaks them up into 
4k blocks and it looks to see if any of these blocks are the same, of 
course many of them will be as it’s mostly the same book. When it 
finds blocks that it thinks are the same it does an extended check 
and if it determines that they really are duplicate then it removes 
the duplicates. 
 
The array then changes the information that determines what blocks 
to recover when you want to read your deduplicated document 
back, updating references to blocks that were just removed and 
pointing them to the unique blocks that remain, clever eh? Your files 
have just been deduplicated at a block level. 



 24 

 
Another feature called Thin-provisioning came along, this was 
essentially the ability to present someone with a volume that 
appears to be of a certain size but to actually only allocate a much 
smaller amount of real storage behind it. You tell me you need 10Tb 
of storage, but I know that you really need much less so I thin-
provision it. I give you a volume that does appear to be 10Tb, 
however I actually only allocate maybe 1Tb of blocks to it, then make 
sure I'm alerted as you start to approach this actual physical limit.  
 
This saved a huge amount of storage for organisations as they could 
be much more efficient behind the scenes with no one being any the 
wiser. Oracle administrators at the time were notorious for wanting 
volumes of a certain size as they felt it meant they got more disks 
and disks were necessary for performance. This was a fairly outdated 
concept but rather than argue, it was easier just to thin-provision 
them a volume and let them think they’d got what they had asked 
for. This was also a great business model for service providers, they 
could charge you for what you asked for, but assign only what was 
actually required. 
 
We see this in all sorts of industries too, airlines are a notorious 
example of this. How often have you turned up for a flight to be told 
that they are over-booked? they thin-provision, they oversell 
capacity and rely on a number of people simply not turning up and 
that no-one would therefore ever know. 
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You're probably now starting to realise just how powerful storage 
devices actually are, imagine doing all of this for 100's or 1000's of 
users and applications simultaneously! Splitting files up, recording 
where each block has been stored, deduplicating them and then 
gathering them all together again when someone wants to read 
something back. You also have to take into account that disks do 
encounter errors, what happens if you try and write one of these 4k 
blocks to a part of a disk that has failed? All of this is managed by the 
software running on the storage device. 
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Flash Ah-ah! 
 
Some people would probably play up the significance of Flash or SSD 
media as a wave in its own right. I’m only dedicating it its own 
chapter as I think the last one had enough in it already. 
 
This was the move away from the traditional spinning disks that the 
industry had relied on for decades, toward solid state media. If you 
remember back to the old iPod classic, which was quite a chunky 
device, it's because it had a small spinning disk drive inside it, much 
like we used in the storage industry albeit a lot smaller. When the 
newer iPods came out, they used SSD, they were physically much 
smaller, they were much faster although you may not have realised 
it at the time, but to begin with they also had a much smaller storage 
capacity, you could store far fewer songs on them. It's why the 
classic iPod carried on for so long, it was still the only way to get high 
capacity, it took several years for the capacity of SSD's to catch up. 
 

 
  
The Storage industry went through the same change, as the relative 
price / performance for SSD's came down and capacities went up, 
then new vendors came into the market with All Flash Arrays (AFA) 
and existing vendors began to adapt their technology to support it. 
It was a lot of the efficiencies that had been developed prior to this 
that helped to get the relative capacities to an acceptable level 
though and we're still going through this transition. 
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Now some will have you believe this was transformative, for me it 
was just another change in the media that we use to store data. Sure, 
it brought with it a new level of performance which meant the 
applications that it supported in many cases got faster, this often-
helped companies to improve what I like to call the 'crap' apps. 
These are the applications that are typically old and really needed to 
be re-written in order to become faster, put flash behind them 
however and frequently it provided a performance improvement 
and anyone using the application noticed it. I think this is why some 
would say that Flash was something more than it really was.  
  
With this extra performance it also meant that storage arrays 
became simpler to manage, we weren't having to spend so much 
time tuning them in order to get the most out of them, turning 
options on and off, you just plugged it in, created a volume for 
someone to use and off they went. 
  
And it carried on this way for many years, each vendor leap frogging 
the other with better performance or a new exciting feature, or 
higher capacity and as the market started to recover following the 
dot-com crash it provided an opportunity for growth again. 
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The Second Wave 
It's about cattle 
  
I want to start out by saying that these waves do overlap, don't think 
that one finishes and then the next one starts, its more that as one 
wave starts to crash it’s then that we notice another one coming. 
  
When I think back to how this second wave started, the early part of 
2000, I guess there are a number of things that really stand out for 
me. 
  
During the first wave it was mainly about increasing quantities of 
data and finding better efficiencies in the way that this could be 
managed. As we moved toward the start of this second wave it had 
also become about the increasing number of Applications that 
companies were adopting. From email to the SQL databases sat 
behind bought in applications that different departments required 
to do their jobs better. How many are we talking about here? Well 
for a large enterprise organisation it is measured in thousands, and 
every one of these applications has to live on a server, it has to be 
managed.  
  
With the growth in the quantity of applications and the servers to 
run them on there were massive inefficiencies in the utilisation of 
the servers, often utilisation rates were 10 - 30%. That's just huge 
when you think of the number of servers we're talking about here. 
Every one of these servers also required a network connection, 
thousands of network ports required to support these underutilised 
devices. And of course, you need people to manage this, to monitor 
it, to ensure that everything is running properly. 
  
In the background a little company called VMware had developed 
technology to virtualise the resources of x86 based systems and in 
2001 they had launched the server version of this software. 
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The challenge prior to virtualisation was that it was very difficult to 
run more than one application on a server as each application would 
be fighting the other for resources, IT departments couldn't risk that 
an increased load from an application being used by one department 
could bring an application for another department to a grinding halt. 
They'd had to put up with these pretty awful inefficiencies as until 
now there just hadn't been a satisfactory way to be able to deal with 
them. Not anymore! 
  
By installing VMware onto a server, you could then effectively turn 
it into multiple virtual servers and then assign parts of the available 
physical resources to each of them. Let's say you had a server with 
1Tb memory, before virtualisation if you installed two applications 
then they would simply fight over the 1Tb memory. Now you could 
have two virtual servers, you could give each one of them 512Gb of 
the memory and the applications would never fight, because they'd 
never know about, or be able to take what the other had. I don’t 
often use the expression 'Game-changer' but in this scenario it was, 
and the uptake of VMware was staggering. The efficiencies that it 
could bring without compromising the performance of any 
application were huge. It continued to bring more and more benefits 
in the years that followed, but that's a lot more than I can cover in 
my story. 
  
These virtual machines and the applications that they ran we no 
longer treated like pets though, we couldn't as there were simply 
too many of them. We no longer gave them individual and personal 
names, we ended up thinking about them much more in the way 
that a farmer thinks of a herd of cattle. 
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The process of managing this virtualised environment became much 
easier, if someone wanted a new application you simply created a 
new virtual machine, another animal in the herd if you will. If one 
became sick, then of course you would try to make it better but if it 
was beyond help then you would remove it from the herd and 
replace it with a new one. 
  
This change had a huge impact on the storage industry. 
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A BIG opportunity 
  
"This will be the end of the storage industry!" 
 
Network Appliance becomes NetApp 
  
You'd be surprised as to how many times this was said. It wasn't, in 
fact virtualisation, especially for NetApp, provided one of the biggest 
opportunities for growth and it's why I see it as the second wave. 
  
During the first wave, when you installed an application onto a 
server, frequently the application was installed on the drives inside 
the server and the data that was created by the application were 
stored on volumes that were attached from a shared storage device 
(SAN or NAS). 
  
When we think about the question 'what is data?', up to this point 
data was what was created by a user or an application. It was the 
contents of the database, it was the Word documents, the 
PowerPoint presentations, the Excel spreadsheets, it was the 
contents of your email folders. Storage vendors had an important 
role to play ensuring this data was delivered with high performance, 
that it was protected, that it was replicated to another location for 
Disaster Recovery purposes. 
  
This all changed when VMware arrived. 
  
I'm not going to go into all of the details as to how virtualisation 
works but I do need to provide a basic overview else most of what 
I'm going to say just isn't going to make sense. 
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In the traditional architecture model, you installed the operating 
system (OS) and then the application onto the physical disk inside 
the server (let's keep it simple for now). This OS and any applications 
installed on top of it now are able to consume all the resources of 
the server, CPU, memory etc. It's this model that virtualisation was 
there to change. 
  
What if you weren't using all the resources? That's a lot of servers 
out there all with capacity free that can't be used for anything else. 
  
In the virtual architecture, you'll notice a virtualisation layer, this is 
where VMware sits, it creates a layer of abstraction above the 
hardware that effectively allows you to turn this one physical server 
into multiple virtual servers that are each assigned a portion of the 
physical resources that are available. Now you can install whatever 
OS and application you want into each of these virtual servers, 
significantly driving up the utilisation of the resources. 
  
Here's the big change when we think about the question 'what is 
data?' though. Each of these virtual servers, the operating system 
you install into them and the applications that run within them are 
files. When VMware starts when the server is powered on it looks 
for these Virtual Machines, these files that contain all of the data 
about what the virtual machine is, what operating system and 
applications it runs and then it starts them. 
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Virtual servers / virtual machines are Data! And what's more, in 
order for VMware to be able to deliver the capabilities that it can 
deliver, these files have to live on some form of shared storage. 
  
What did this mean for NetApp and the storage industry in general? 
Every single company that decided to virtualise their server 
environments needed shared storage; this was a huge new 
opportunity. 
  
I think even more importantly was that suddenly the scope and 
possibilities that the storage vendors could offer became more 
significant than ever before. Sure during the first wave they’d been 
responsible for protecting the data created by applications or users, 
but now they were responsible for entire virtual server 
environments, they could take the data protection capabilities that 
they offered and could bring these right up to the virtual server level. 
Do you need your entire virtual server environment and all of the 
applications protected? Snapshot, done. Do you want to replicate 
your virtual servers efficiently to another location for Disaster 
Recovery? SnapMirror, done. 
  
Virtualisation wasn't the end of the storage industry; it was actually 
a new beginning. 
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Is that Software Defined? 
  
Virtualisation brought with it the idea of technology being 'Software 
Defined', it was creating an abstraction layer above the hardware 
therefore providing a common virtual platform. By having this 
common layer, it became possible to do things like move virtual 
machines and their applications across servers, it no longer matters 
whether the physical servers are the same or not, they could also be 
in different locations. Essentially virtualisation had created a 
software layer that could span servers and even data centres, 
increasing efficiency, availability, agility and much more. This set the 
expectations for what people wanted from all of the elements in 
their data centres from Software Defined Networks to Software 
Defined Storage, the latter being where I'll focus 
  
Let's start off with a definition as to what Software Defined Storage 
is, from Wikipedia 
  
Software-defined storage (SDS) is a marketing term for computer 
data storage software for policy-based provisioning and 
management of data storage independent of the underlying 
hardware. Software-defined storage typically includes a form of 
storage virtualization to separate the storage hardware from the 
software that manages it. The software enabling a software-defined 
storage environment may also provide policy management for 
features such as data deduplication, replication, thin provisioning, 
snapshots and backup 
  
The focus on hardware has continued to reduce, around the time I 
joined NetApp there were still a lot of hardware centric discussions 
with people who really wanted to talk about hardware. During the 
first wave as we started to move away from the Monolithic 
platforms that had dominated data centres toward the more 
modular mid-range technologies then these discussions reduced 
somewhat. As this second wave really started to take hold then 
modular mid-range became the norm and converged Infrastructure 
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stacks really started to grow in popularity. A Converged 
Infrastructure (CI) is a validated or reference architecture consisting 
of Servers, Network and Compute supplied by one vendor, albeit 
often made up of components from more than one. NetApp FlexPod 
for example has partnerships with Cisco for Compute and 
Networking and also NVIDIA for Artificial Intelligence (AI) 
environments. It was becoming much more important to accelerate 
the speed of deploying applications and to try and standardise on 
technology stacks that could be delivered pretty much ready to go. 
  
Companies also had to start to rethink what IT should look like. 
Traditionally IT was always made up of horizontal teams, you'd have 
the Application owners then the server team, the network team, the 
storage team, the backup team and so on and so on. When you think 
about using CI platforms then this structure no longer works, you 
manage all the layers together.  
  
You're probably thinking, well that's pretty simple, just change what 
people do as you introduce CI to the business. People don't like 
change! I remember a company that was buying a FlexPod from us 
a few years back, we'd been telling them over and over that the only 
way they'd see the efficiencies from this approach would be to 
change the way that IT manages and runs the system, they did 
realise this but they couldn't get management to buy into the 
structural changes needed. We shipped them the FlexPod and they 
immediately removed the servers and gave them to the server team, 
they removed the network switches and gave these to the network 
team and the storage to the storage team. They took something that 
was designed to work together, to be managed as one, where when 
a new application was needed one person could allocate the 
compute resources, the network resources and the storage 
resources within minutes, they broke this up and gave it to several 
different teams and now that same process can take days if not 
weeks. I met with them some time later and they did acknowledge 
that it was completely the wrong thing to do and that they should 
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have used this as the time to start to evolve IT to what it needed to 
become and not leave it where it was. 
  
The idea of Software Defined moves this on further, when the term 
first came about, I think many were too quick to directly link it to 
commodity hardware. There was this idea that in a software defined 
world you could simply use any hardware and that would reduce the 
dependency on the storage vendors. I'm not saying that this is never 
the right thing to do, there are good examples of companies that 
have done this and have made it work for them, however there are 
equally as many horror stories where the physical hardware masked 
by a Software Defined Storage layer above it has had problems and 
has taken down applications or in some cases entire businesses. 
When you build it this way yourself, you are now a storage company, 
do not underestimate what this involves. 
  
If you look back at the definition from Wikipedia, I think that this line 
for me really sums it up 'policy-based provisioning and 
management'. As the approach matured then it did become more 
about having a way to provision, to manage and to monitor through 
an open set of API's and yes it was also about having more 
deployment options. NetApp committed to ONTAP Select, a version 
of the storage operating system that could now be deployed onto 
different servers from different vendors, and into VMware, Hyper-V 
or KVM Hypervisors (The different versions of virtualisation 
environments as discussed in the last chapter). 
  
This now meant that you could use NetApp technology as a package 
of hardware and software, where the highest levels of availability 
and performance and scale are required. Or you could deploy the 
storage OS into your virtual environment on top of pretty much any 
server (minimum specifications are obviously required), but you 
manage it all in exactly the same way, through a common set of API's 
and you have all features available regardless of the deployment 
choice you make. 
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Software Defined is a term I hear much less nowadays, this is 
probably due to it becoming a standard part of what people now 
expect and get when they look at technology. We like to talk about 
something when it's new but after a while it then becomes part of 
the new normal, so we move on to the next thing. 
  
Enter Hyper-Converged Infrastructure (HCI). On one level I find it 
quite interesting that we spent the last 20 years breaking out the 
pieces, take the storage out of the server and we get lots of benefits, 
then build a storage network for the same reasons. We essentially 
went from a device that did everything to having multiple devices, 
managed by different groups that each performed their one 
particular function. Then we packaged them all up as Converged 
Infrastructures and looked to have the whole stack managed by one 
group, and now? We stick all the pieces back inside one box again. 
  
HCI was kind of inevitable, as the virtualisation teams grew inside 
organisations and the scope of what they could do also grew then 
they wanted to take on responsibility for everything.  
  
'Why do I need to wait for a network person to connect my virtual 
servers to the network, it's slowing me down why can't we have a 
Software Defined Network that I can control'  
  
'I just need some storage why am I having to wait for the storage 
team to allocate it to me, why can't we have a Software Defined 
Storage environment that I can control?' 
  
'All I need is a little bit more scale, why can't I just add another server 
into my environment and scale in a much more granular manner?' 
  
All great questions and some of the reasons why HCI took off and 
now pretty much every vendor, whether traditionally server or 
storage has an HCI product. 
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If you're trying to manage the herd of cattle, then in most cases this 
is a far simpler approach to take. 
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The Third Wave 
Data defines everything! 
 
If I reflect on the conversations that I find myself having then it's 
clear that there's less and less focus on infrastructure, which is a 
trend that started as we moved away from the monolithic 
infrastructures of the first wave.  

 
 
There are many reasons as to why Infrastructure discussions aren't 
what they used to be, we talked about some of these earlier in this 
story. The prolific nature of virtualisation has gotten us to the point 
where many companies have virtualised 80% or more of their 
environments, and this typically runs on infrastructure that is seen 
as more of a commodity, be it standard x86 type systems or 
Hyperconverged Platforms. With the increasing adoption of Cloud in 
its many different forms, you don't know or care what the 
infrastructure is behind the scenes, you're subscribing to a service, a 
capability, what it runs on is kind of irrelevant. 
  
Before I go into what is happening and what the impact is on 
consumers and suppliers, I think it's worth looking into some of the 
reasons that are driving it. 
  
We're seeing an acceleration in the pace of life; we expect responses 
and decisions in seconds or minutes rather than days or hours. I 
expect to be able to do everything I need through a mobile 
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application or a website. If I want to buy something then I want to 
be able to buy it immediately, and if your site is to slow then I’ll go 
somewhere else. It really doesn't matter what industry you are in; 
this affects everyone. 
  
Ten years ago, Amazon found that just 100ms, yes milliseconds, 
would cost them 1% in global sales and that a page load slowdown 
of 1 second would cost them $1.6 billion. 
  
There's also the acceleration of social change, the way that 
customers want to engage and interact with you, when was the last 
time you picked up the phone to call your bank? Your utility 
provider? We expect this to be digital, we expect there to be tools 
and applications in place to make this happen. We make decisions 
on companies we want to work with based on how good their App 
or their website is, how they present information to us, the quality 
and value of that information. 
  
My nephew visits every six months or so, I remember one of the 
times that he visited when he was 11 years old, he wandered into 
our house and I was expecting him to say “Hi Uncle Matt” or “How 
are you Uncle Matt”, but no, the first words out of his mouth were 
“What's the Wi-Fi password?”. I guess I shouldn't have been too 
surprised. My Wi-Fi password is fairly complex, so I said to him “give 
me your email address and I'll email it to you”. I didn't expect the 
next words out of his mouth, he said “What's email?”  

 
This is your future customer, the way that they want to engage with 
companies is very different. This is also your future employee; how 
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do you think your organisation will look when you bring them in and 
force our old technologies such as email onto them? 
  
And underpinning this is an unprecedented level of Technical 
Acceleration. Cloud providers give developers access to a 
playground of new tools and capabilities, adding new ones all the 
time. Organisations are rapidly embracing new applications in order 
to find better business insights from data and the progress of 
technology is relentless. Think about this, as of writing this the 
largest SSD that NetApp ships is 30Tb, it's actually 30.6Tb but we 
don't mention the 0.6Tb we just round it down, if I take you back just 
four years then the largest SSD was 0.4Tb. 
  
Yes, that's right, the largest SSD you could get four years ago is 
actually smaller than the bit we don't even mention on the current 
ones! And in the next 3 years we expect to see capacities increase to 
240(+)Tb for a single SSD. 
  
Then we have Storage Class Memories coming with a whole new 
level of performance, CPU's with more and more cores, memory 
capacities increasing, network bandwidth increasing, new protocols 
to connect servers to storage such as NVMe. 
  
Literally everything is changing and it's changing faster than ever 
before, the impact of this is that you'll need to rethink how you 
procure technology. After two years it's old, by three it's outdated 
and after this it's probably holding you back. This will push more and 
more people to the Cloud, where worrying about technology 
obsolescence is someone else's problem, you just want a service 
with a level of performance. 
  
With each wave we've seen the scope of 'data' grow, during the first 
wave we pretty much only considered data to be the things created 
by users or by applications, during the second wave, virtual 
machines their operating systems and the applications are also data, 
and as we move into the third wave where more and more is 
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becoming software defined then guess what? if it's defined by 
software then it is defined by data. 
  
Companies are also recognising that data is one of their most 
valuable assets, what do we have, what should we have, what 
shouldn't we have, what do we need, how do we protect it, how do 
we ensure we're compliant, how do we find entirely new business 
models or opportunities that could be driven by data? 
  
How do we become Data Driven? 
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The rise of the Hyperscalers 
 
In this chapter when I refer to a Hyperscaler, I’m thinking of Amazon 
Web Services (AWS), Microsoft Azure, Google Cloud Platform (GCP) 
and Alibaba Cloud. You could certainly lump others in as well, but 
when I think of Cloud computing at massive scale then these four 
typically stand out from anyone else. 
 
It’s 2019 and again I managed to get tickets for my favourite music 
festival Glastonbury. My first Glastonbury was back in 2000, David 
Bowie was the headline and after getting my tickets this year it got 
me thinking as to how much the process has changed over the time 
I’ve been going. 

2000 was the first year that the festival had a web-site, it was also 
the first year that you could actually buy tickets on-line, up until this 
time the way to get a ticket was to write to the ticketing company, 
to collect them from a number of different outlets or to phone them 
and over the course of a couple of months the 100,000 tickets for 
the festival were eventually sold. 2003 was the first year that the 
tickets were only available via the phone or on-line and that year the 
150,000 tickets sold out in 24 hours. 

Many of the following years were plagued by technical problems as 
the ticketing company desperately tried to work out how to have the 
necessary systems and performance in place to handle the demand. 
Let me put this into context for you, in 2004 the ticketing web-site 
received 2 million connections in the first 5 minutes! Eventually they 
made the decision to handle this incredible peak in demand using 
AWS, and last year the 135,000 general admission tickets for the 
2019 festival sold out without any issues in 36 minutes.  

As discussed in the last chapter, there’s an acceleration in the pace 
of life, we want our tickets instantly. There’s an acceleration of social 
change, we want to be able to get them through a web-site or an 
app and there’s the necessary technical acceleration in that we 
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expect the technology to be there to deal with all of this at increasing 
speeds. 

It’s been fascinating for me to have worked in IT prior to the 
Hyperscalers, prior to Cloud, and then to witness the changing mind 
sets as companies grappled with the decision as to whether to use 
the Cloud or not. I think the reality was that it was inevitable, it just 
took some organisations much longer than others to recognise this 
reality. It’s funny what competition can do though and as we 
witnessed entirely new companies born out of these Hyperscale 
providers, coming to market with relatively low overheads, no data 
centres, fewer people and the mammoth compute resources 
available to them on demand, your competitor was no longer the 
one you knew about it was the new one that you didn’t. 

You can witness the impact that this has had across all industries, 
with the likes of Airbnb, booking.com, Trivago and others having a 
devastating impact on the more traditional travel companies. Then 
there were companies such as WhatsApp that started with nothing 
in 2009 and by 2013 had 50 staff, 400 million active users and were 
valued at more than $1.5 billion. WhatsApp actually started life on 
IBM’s SoftLayer Cloud but subsequently moved into Facebooks Data 
centres after they were acquired. 

All companies had to look at what this would mean to them, how 
could this help you to move faster, to tap into greater resources, to 
reduce capital investments into hardware that’s ageing faster than 
ever before due to the speed of technical innovation. It really was 
never a question of ‘if’ you would go to the Cloud, it was about 
‘when’ you would. As a technology company that traditionally has 
relied on selling hardware and software then you also need to 
seriously consider what your business is going to look like when 
people are going to be buying far less of what you have been selling 
them. 
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A couple of years ago, I was meeting with some clients in Switzerland 
and then Germany. I had asked the account teams what we should 
and should not discuss and, in both cases, I’d been told not to talk 
about Cloud. Apparently the reasons were that for the finance 
companies in Switzerland Cloud simply was not an option due to the 
need for confidentiality and data privacy, in Germany it was more 
cultural, they told me that German people are very protective of 
their information and wouldn’t allow it to be stored in the Cloud. I 
would always ask about a company’s Cloud plans regardless of what 
the account teams had told me and not once did any of these 
companies say ‘never’. 

Fast forward a couple of years and the same account teams now tell 
me that Cloud is the most important topic, that these exact same 
companies are not just building their plans but are actively moving 
services into the Cloud providers. Sure a lot of things changed, Cloud 
providers opened local Data centres, rules and regulations became 
a little clearer, but for me the most significant thing that happened 
was that companies realised that not going to the Cloud was simply 
not an option if they wanted to remain in business and be 
competitive in the future. 

For companies like NetApp it became essential to change. There 
would continue to be investments into technology that would be 
deployed on-premises, so you have to make sure that you can 
deliver the best capabilities to support the more traditional ‘Pet’ 
workloads, whilst also delivering the best technology to manage the 
‘cattle’. But even these need to be able to integrate with the Cloud, 
to give people the ability to augment what they keep, with some of 
the advances that the Cloud could offer for things such as Disaster 
Recovery, Archive, Test and Development or Analytics, this is Hybrid 
Cloud.  

Then you have to find ways to add value to companies that are 
simply moving applications into the Cloud or developing new ones 
there by default. What can you add to the Hyperscalers that creates 
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additional value that companies are prepared to pay for? It turns out 
that offering file services in the form of Cloud Volumes can increase 
performance, it can reduce cost, it can add the enterprise Data 
Protection capabilities that companies have to have in order to run 
important apps in the Cloud and it can provide flexibility in that you 
have a much easier way to move between clouds if and when it 
makes sense, this is Multicloud. 

Efficiency continues to be important as well, companies will always 
want to be able to reduce costs, but I think there’s something else 
we need to consider when you move data to the Cloud and that is 
Data Amplification. 

The beauty of the Cloud providers is the incredibly rich suite of 
applications that are available to you once your data is in there. 
However, each time you want to give someone the ability to use one 
of these applications against your data then typically you need to 
create a full copy of it. As you can imagine this is both time 
consuming and expensive. What if using NetApp Cloud Volumes 
inside any of the Hyperscaler Clouds you could instantly create a 
copy of your data that consumes no additional storage capacity and 
attach it to a new application? You could have many developers 
working in parallel, you could have Data Scientists training multiple 
AI environments in parallel, you could have different teams looking 
into the data for new Insights. 

That’s Data Amplification and it enables you to exploit the value of 
Cloud providers to a new level. 

And this is where NetApp is today. 
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The evolution of application architectures 
  
It was 2014 and I was having a drink with some colleagues that 
worked for one of the banks based out of Canary Wharf in London. I 
hadn’t met Alex before, but he’d come along to find out a little about 
where NetApp were heading and to hear our perspective on the 
industry and changes that we were seeing. This was the first time I 
came across ‘Docker’ and a growing group of people in the IT 
community working in an area called ‘DevOps’. 
 
Docker is a set of coupled software-as-a-service and platform-as-a-
service products that use operating-system-level virtualization to 
develop and deliver software in packages called containers. The 
software that hosts the containers is called Docker Engine. It was 
first started in 2013 and is developed by Docker, Inc. 
 
Going right back to our analogy where Pets are the physical systems, 
Cattle are our virtual servers, then you can think of containers much 
more like insects. This section as with all of the others in this story is 
clearly not a deep dive, I am just looking to provide an introduction 
to trends at a relatively high level. There are plenty of extremely 
good sources of information that will take you right down the ‘rabbit 
hole’ on anything that I’ve covered. 
 
What is a container then and why am I comparing them to insects? 
from a very simplistic viewpoint then containers and virtual servers 
are very similar in their goals. The idea being to package an 
Application and its dependencies into a self-contained unit. 
However, when you create a virtual server you typically install the 
entire Operating System, be it Windows or Linux into it, then on top 
of this you install your Application. With a Container they share the 
Operating System but have their own user space to provide a level 
of isolation. 
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There are many decisions that you have to make in order to decide 
which of these approaches is the right one for you, and without 
trying to make things too confusing you can run containers inside 
virtual machines too. 
 
A couple of the advantages that really stand out for me are that 
containers tend to be very small, megabytes rather than gigabytes 
which means you can start them in seconds rather than minutes. 
Being very lightweight and portable can offer some big benefits.  
 
For example, I met with the CIO for a large Military Aircraft 
manufacturer. I asked him whether they had found any use cases for 
Docker, not really expecting that they would have. But he actually 
said they had and went on to tell me that they are really limited in 
the physical resources that are available on the avionics systems on 
board the aircraft. In the past when they wanted to upgrade them 
then they had to install the entire operating system and application, 
now they use containers the developers can work on any physical 
hardware they choose then simply move the lightweight container 
onto the avionics system on board the aircraft in seconds, and it now 
consumes far fewer of the precious resources. 
 
At the other end of the spectrum is Google who back as far as 2014 
discussed how everything they do runs in a container and they start 
over 2 billion of them every week! 
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When you say “okay Google” then a container is being started just 
for you, your own little micro server that comes to life to connect 
you to the Google assistant systems, to provide you with a response 
and then when you’re finished, it simply dies. 
 
Now you have to decide how you are going to manage all of these 
containers, what is it that will orchestrate them across the machine 
clusters and there are a number of options, but as of writing this, 
Kubernetes seems to be moving out in front. 
 
DevOps is a set of software development practices that combine 
software development (Dev) and information technology operations 
(Ops) to shorten the systems development life cycle while delivering 
features, fixes, and updates frequently in close alignment with 
business objectives. 
 
Alex was probably the first person that I’d met that would say he was 
practising DevOps, back then it was an approach and not a job title 
albeit we do see more and more people using the title ‘DevOps 
Engineer’ or similar. 
 
The practice came about to bridge the gap between the Developer 
community and the IT Operations community. Developers were 
frustrated by the lack of agility they found due to poor collaboration 
and it wasn’t really an area where IT Operators really saw their role. 
By establishing this bridging function, it became a way to really 
connect the possibilities within IT to the imperatives that the 
developers had. Just some of the benefits often cited are better 
product quality, improved time to market, higher customer 
satisfaction. 
 
Many of the organisations that I speak to are trying to evolve their 
IT toward more of a DevOps model and as we see greater levels of 
virtualisation, greater levels of automation then it’s a natural 
evolution for IT away from its traditional functions of build and 
maintain. 
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As a technology supplier then what becomes really important here 
are integrations. DevOps teams are constantly looking for tools that 
can accelerate and simplify the life of the developers, you need to 
be able to offer increased value up into these tools and frameworks 
or you simply aren’t relevant to them.   
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Can I have that as a service? 
  
Increasingly IT will focus on Apps in an ‘as a service’ model, using 
Infrastructure as a Service (IaaS) and Platform as a Service (PaaS) 
from their own datacentres and leased from Service Providers, and 
Software as a Service (SaaS) where applications are effectively 
leased from the likes of Microsoft, Salesforce and many others. 
  
Let's head to NIST for a quick definition of what these terms mean… 
  
Infrastructure as a service (IaaS) The capability provided to the 
consumer is to provision processing, storage, networks, and other 
fundamental computing resources where the consumer is able to 
deploy and run arbitrary software, which can include operating 
systems and applications. The consumer does not manage or control 
the underlying cloud infrastructure but has control over operating 
systems, storage, and deployed applications; and possibly limited 
control of select networking components (e.g., host firewalls). 
  
Platform as a Service (PaaS) The capability provided to the consumer 
is to deploy onto the cloud infrastructure consumer-created or 
acquired applications created using programming languages, 
libraries, services, and tools supported by the provider. The consumer 
does not manage or control the underlying cloud infrastructure 
including network, servers, operating systems, or storage, but has 
control over the deployed applications and possibly configuration 
settings for the application-hosting environment 
  
Software as a Service (SaaS) The capability provided to the 
consumer is to use the provider’s applications running on a cloud 
infrastructure. The applications are accessible from various client 
devices through either a thin client interface, such as a web browser 
(e.g., web-based email), or a program interface. The consumer does 
not manage or control the underlying cloud infrastructure including 
network, servers, operating systems, storage, or even individual 
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application capabilities, with the possible exception of limited user-
specific application configuration settings 
  

 
  
  
SaaS is growing rapidly driven by several things, it's the preferred 
model for software companies that want you to run their 
applications, it makes it easier for them to keep everyone on the 
latest version of the application and means there's a far reduced 
support overhead. Think about when companies used to buy and run 
Microsoft Exchange, how many versions were out there in use across 
millions of deployments, now think of the burden that places on 
Microsoft that has to support them, to patch them and how difficult 
it is to get people to stay up to date and take advantage of the latest 
and greatest features. Companies that provide SaaS also typically 
have a higher market valuation as the market likes companies that 
have strong recurring revenues. 
  
Existing software companies are rapidly moving their business 
model toward as a Service and for new companies this is typically 
the standard approach. For IT in many cases this has also become 
the first option, we need a new application to do xyz, can we get it 
as a service? 
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With this more distributed nature of services and data, companies 
will need to invest more resources around data protection, security, 
stewardship and inventory, we’re already seeing a rise in the 
number of Chief Data Officers which is in part a response to this. 
  
A good example of how companies need to consider data protection 
differently in the as a Service model is with Salesforce. They are very 
clear that it's your responsibility to develop your own backup and 
recovery strategy as all that they offer you is their 'Data Recovery 
Service'. Should you need to use this service then you pay them 
$10,000 and between 4 and 6 weeks later they will provide you with 
a copy of the backup of your data in .CSV files, it's then over to you 
to try and use these to reload the data into your Salesforce 
environment. 
  
This is not uncommon with SaaS providers albeit many companies 
using them are only now beginning to realise it. As IT starts to move 
toward these as a Service models then issues like Data Protection 
have to be front of mind and not an afterthought 
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Hybrid Cloud Data Services 
  
It was time for a new category, NetApp doesn't fit in the traditional 
categories that people always think of when they think of IT. These 
traditional categories are also increasingly irrelevant as we have 
moved through the second wave and into the third. 
  
Let me give you some examples, when I say Cisco what's the first 
thing that comes into your head? Probably Networks, Dell? Maybe 
servers, NetApp? I bet its Storage, Network Attached Storage or if 
you've worked with NetApp for some time then maybe…Filers. 
  
That's the way it's always been, you’re a software company, a server 
company, a network company, a storage company and this is how IT 
departments have typically been structured. Converged 
Infrastructure started to break this model, Virtualised environments 
and HCI broke it further, and now where companies are using the 
Cloud more and more then IT departments are fundamentally 
changing their structure and the skills they have. It's important for 
tech companies to be very clear on who they are, what they do and 
how they do it. 
  
If we consider how IT is evolving from the traditional Datacentre, 
then it kind of follows these steps 
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Companies will continue to invest in modern technology for systems 
that will run on-premises, frequently these will be the more 
traditional applications that were developed or deployed before 
Cloud was a thing and therefore don't lend themselves to being 
moved easily to the Cloud. However, we'll also see companies move 
these to Service Providers who can run them on their behalf with a 
service cost and a service level agreement. 

 
More and more applications will be consumed as a Service and IT 
will need to take into account data protection, recovery and security 
as this spread continues. 
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For many different reasons we will continue to see movement 
between private and public Clouds, companies will often consider 
this very carefully during their decision process. If we decide to go 
to x Cloud provider and need to change, then what do we need to 
consider to ensure sure that we can. 

 
Internal private clouds will increase driven by the need to have 
higher levels of automation and a continued increase in 
virtualisation and container based environments. This will also be 
driven by a desire to be able to bring workloads back from the cloud 
if and when it makes sense. If you decide to bring a workload back, 
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then you simply can't put it on a traditional infrastructure you have 
to put it on something that has similar characteristics as to where it 
came from. 

 
Microservice based environments will continue to grow dramatically 
as more and more companies focus on the tools and technologies 
required to support the future of their businesses. 

 
And you will have to have visibility and insights across all of this, you 
need to know that the decision you made to put a workload into the 
cloud continues to be the right decision, you need to know how 
much it's growing by, how much it's costing, whether it could or 
should run somewhere else. With this growing array of possibilities 
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as to where applications and services can and will run if you don't 
establish this visibility right at the beginning then my fear is that we'll 
end up building a whole new set of silos when we've spent the last 
decade or more trying to break the silos down. 
  
What you may not realise is that today NetApp can help with all of 
this! 
  
NetApp is now a Hybrid Cloud Data Services company, yes that's 
official and it's also a category that the analysts are acknowledging. 
This means that NetApp has a portfolio of technologies and 
partnerships that can enable you to have your data and applications 
in the right place, at the right time, with the right capabilities and 
characteristics so that you can get better insights and accelerate 
innovation. NetApp does this by helping companies to build their 
Data Fabrics. 
  
  



 59 

The rise of data fabrics 
  
There's been a big shift in the way that strategic IT initiatives have 
changed from being more application driven to being function 
driven. During the first wave it was really focused on Infrastructure 
advantages and the benefits that the infrastructure could add to the 
applications that ran above it. For Storage companies it was about 
demonstrating your value to these relatively easy to identify people 
and groups. 
 
In the second wave you had to find the virtualisation teams and 
again demonstrate to them that there were capabilities that you 
could bring below the Data that could add tremendous value to the 
virtual environments above the Data, and there really were, data 
protection, efficiency, security, mobility and others truly enhanced 
the capabilities of virtual environments. 
 
As we transition to the third wave, the rise of container based 
services and continued growth of DevOps as a practice then the 
approach is still similar, you can identify who these people are, you 
have a pretty good idea as to what applications they would be 
running and what value you can bring to them. They are still very 
much technology focused and you can have a technology discussion 
with them. 
  
Increasingly though it's about strategic initiatives and projects that 
are fundamentally under pinned by technology, but often run by 
people that are much further removed from the underlying 
technology. It is functional groups looking at IoT projects, at AI 
applications, Genome sequencing, Industry 4.0, all of the things that 
we often like to refer to as being part of a company’s Digital 
Transformation. 
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As a vendor it's not enough to simply change your portfolio, you 
have to change the perception of who you are and what you do, you 
also have to evolve your strategy and your sales approach to find a 
new way to have a new type of conversation with these groups. 
Talking to them about storage is akin to telling a food critic how 
wonderful the cooker is that you cooked their meal on, sure they 
wouldn't have gotten their food without it, but they really don't care 
how it works. 
  
And just look at the different infrastructure types that we're seeing 
as these new areas come to life, webscale solutions or in other 
words object stores, become essential to being able to deal with not 
just millions of pieces of information but billions as more and more 
devices become part of the Internet of Things, all constantly passing 
information back so that new insights can be gained and new 
decisions can be made. 
  
This is why a Data Fabric is such a powerful concept. NetApp 
announced this as their strategy back in 2014 and recently it's been 
picked up by Gartner as one of the top 10 trends that people need 
to invest in for 2019. It's powerful in its own right as you've seen 
from the last chapter, but for me what it also does is provide a new 
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way to have a conversation with someone whose role is not 
necessarily technology related but could be significantly improved 
through the application of technology. 
  
Let me give you an example. It's very difficult to go and have storage 
discussion with a Data Scientist, if they've even heard of NetApp 
they probably just think, storage company, and would have no idea 
as to what value I might be able to add to them. It's unlikely I'd get 
this meeting, but even if I did then what do I talk about? It has to be 
something that they could connect to, that they would understand 
could be valuable to them, it has to be different than an 
infrastructure discussion and it also can’t be an Application 
discussion as there’s such a huge variety that they could be using so 
how would I know which one to choose? 
  
I did meet with a Data Scientist recently, he didn't know who NetApp 
were and asked me what I could do to help him, here's what I said… 
  
"What if I could help you build a Data Fabric that would enable you 
to create instant replicas of any quantity of training data so that you 
could train multiple AI systems in parallel?" 
  
"What if that Data Fabric could enable you to choose which Cloud 
provider to work with and give you the freedom to move or replicate 
your training data to different ones as and when required?" 
  
“What if that Data Fabric could also enable you to keep a zero 
overhead point in time copy of any amount of data that you used to 
train an algorithm, so that you have a history of exactly what data 
was used at any point going back over hours, days, weeks or 
months?" 
  
He told me that this for him would fundamentally be a ‘game 
changer’, yes that’s the second time I’ve used the expression. 
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A Data Fabric discussion enables me to put everything in the context 
of the person I'm talking to, it enables me to understand what their 
challenges are, what the opportunities are and then just at a high 
level, connect this to values that I could deliver from anything in our 
portfolio and not just from a specific product or solution. 
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What is a data fabric? 

NetApp are focused on three areas, the first is developing 
advanced and cloud integrated physical platforms to cover the 
more traditional workloads that companies want to keep on 
premises, All Flash FAS (AFF), FlexPod Converged Infrastructure (CI) 
with Cisco or advanced extreme performance technologies such as 
MAX Data. 

Then there are the technologies that are enabling companies to 
build their Private Cloud platforms, HCI and StorageGRID solutions. 

Then it’s about deploying solutions directly into the major 
Hyperscalers, AWS, Azure and GCP. Providing the enterprise grade 
performance and protection that companies have to have in place 
in order to run more critical applications in the Cloud. 

 

All of these are effectively end points where data and applications 
can live, it’s about choosing the right ones with the right 
characteristics for what you want to achieve. 

Now that you are able to choose the end points that are right for 
you, what if you could very simply discover them all, regardless of 
whether they are on premises or in any one of the Cloud 
providers? With them all discovered you can now associate meta 
data to them so that you can apply policy based capabilities, for 
example you could assign ‘Tier 1’ as meta data to all of the end 
points that need the highest level of protection, now you simply 
create a protection policy and apply it to all volumes that are 
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associated with ‘Tier 1’, regardless of where these end points 
reside. 

With the end points discovered you can also start to integrate 
them, maybe you have an on-premises volume residing on an AFF 
platform, what if you could simply create a connection from this to 
a volume residing in Azure, giving you DR, or Test and Development 
or even just a simple way to migrate the data. 

Now you can optimise them, you can monitor how quickly they are 
growing, how much data could be archived, it’s about continuously 
optimising the characteristics of your data fabric as it evolves, 
giving you the necessary information to work out whether the 
current location for the data is the most cost effective. 

With this foundation in place you can now start to layer services 
over it. From a security perspective you can see who is accessing 
data across the fabric, alerting you to behaviour that may be 
unusual, and providing the ability for data compliance reports. 

 

Think about this, you’ve discovered all of the end points within 
your fabric, then someone copies data from an on-premises area to 
Azure, firstly you’re alerted to the fact that this activity just 
happened, then you can run a report to identify whether the file 
that was moved could expose you to a compliance risk or breach. 

Partners can also layer their services onto your Data Fabric as the 
entire environment is built using open API’s, if there are 
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capabilities you require for the data and applications across the 
end points then it’s simple to layer these on. 

I have this kind of discussion with nearly all the companies that I 
meet with and it always seems to resonate well. What NetApp do 
now is a far cry from the storage company I joined 15 years ago. 

Storage devices for now are still important, but the move to the 
Cloud is accelerating, I’m glad NetApp made such a huge 
investment more than 5 years ago now into building out Cloud 
Data Services capabilities. 
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What does this mean for people?  
  
All these waves have driven substantial change to the people 
involved in the IT ecosystem, frequently with increasing simplicity 
and increased levels of automation many of the activities that were 
once normal are simply no longer required. A significant challenge 
for companies is to encourage people to continuously evolve their 
skills, to accept that some of the things we've been used to doing 
won't need to be done as we move through these waves. People can 
and will change but it requires strong leadership, I'm a firm believer 
that if you show someone how much better things could be for them 
then they'll be much more accepting of change, they may even 
embrace it for themselves. 
  
Change is not easy and we're in a time where the pace of change is 
relentless, as IT leaders it's now incumbent on us to create a culture 
in our organisations that embraces change, that shows people that 
change can mean that were they end up is more exciting or 
interesting or simply better for them than where they are today. 



 


